
<class 'pandas.core.frame.DataFrame'> 

Name Location Year Kilometers_Driven Fuel_Type Transmission Owner_Type Mileage Engine Power Seats New_Price Price Brand_Name Prediction

0 Maruti Wagon R LXI CNG Mumbai 2010 72000 CNG Manual First 26.6 km/kg 998 CC 58.16 bhp 5.0 None 1.75 Maruti None

1 Hyundai Creta 1.6 CRDi SX Option Pune 2015 41000 Diesel Manual First 19.67 kmpl 1582 CC 126.2 bhp 5.0 None 12.50 Hyundai None

2 Honda Jazz V Chennai 2011 46000 Petrol Manual First 18.2 kmpl 1199 CC 88.7 bhp 5.0 8.61 Lakh 4.50 Honda None

3 Maruti Ertiga VDI Chennai 2012 87000 Diesel Manual First 20.77 kmpl 1248 CC 88.76 bhp 7.0 None 6.00 Maruti None

4 Audi A4 New 2.0 TDI Multitronic Coimbatore 2013 40670 Diesel Automatic Second 15.2 kmpl 1968 CC 140.8 bhp 5.0 None 17.74 Audi None

(6019, 15)

Cleaning Data

Name                    0 
Location                0 
Year                    0 
Kilometers_Driven       0 
Fuel_Type               0 
Transmission            0 
Owner_Type              0 
Mileage                 2 
Engine                 36 
Power                  36 
Seats                  42 
New_Price            5195 
Price                   0 
Brand_Name              0 
dtype: int64

0    5.0 
dtype: float64

Mileage, Engine, and Power column also have null values but to remove them first we need to convert the datatype of these columns from object to numeric.

<class 'pandas.core.frame.DataFrame'> 
RangeIndex: 6019 entries, 0 to 6018 
Data columns (total 14 columns): 
 #   Column             Non-Null Count  Dtype   
---  ------             --------------  -----   
 0   Name               6019 non-null   object  
 1   Location           6019 non-null   object  
 2   Year               6019 non-null   int64   
 3   Kilometers_Driven  6019 non-null   int64   
 4   Fuel_Type          6019 non-null   object  
 5   Transmission       6019 non-null   object  
 6   Owner_Type         6019 non-null   object  
 7   Mileage            6017 non-null   object  
 8   Engine             5983 non-null   object  
 9   Power              5983 non-null   object  
 10  Seats              6019 non-null   float64 
 11  New_Price          824 non-null    object  
 12  Price              6019 non-null   float64 
 13  Brand_Name         6019 non-null   object  
dtypes: float64(2), int64(2), object(10) 
memory usage: 658.5+ KB 
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Converting the three columns to numeric type

Removing null values from the 3 columns. Same as Above - Use Mode

0    17.0 
dtype: float64

0    1197.0 
dtype: float64

0    74.0 
dtype: float64

Name Location Year Kilometers_Driven Fuel_Type Transmission Owner_Type Mileage Engine Power Seats New_Price Price Brand_Name

0 Maruti Wagon R LXI CNG Mumbai 2010 72000 CNG Manual First 26.60 998.0 58.16 5.0 None 1.75 Maruti

1 Hyundai Creta 1.6 CRDi SX Option Pune 2015 41000 Diesel Manual First 19.67 1582.0 126.20 5.0 None 12.50 Hyundai

2 Honda Jazz V Chennai 2011 46000 Petrol Manual First 18.20 1199.0 88.70 5.0 8.61 Lakh 4.50 Honda

3 Maruti Ertiga VDI Chennai 2012 87000 Diesel Manual First 20.77 1248.0 88.76 7.0 None 6.00 Maruti

4 Audi A4 New 2.0 TDI Multitronic Coimbatore 2013 40670 Diesel Automatic Second 15.20 1968.0 140.80 5.0 None 17.74 Audi

... ... ... ... ... ... ... ... ... ... ... ... ... ... ...

6014 Maruti Swift VDI Delhi 2014 27365 Diesel Manual First 28.40 1248.0 74.00 5.0 7.88 Lakh 4.75 Maruti

6015 Hyundai Xcent 1.1 CRDi S Jaipur 2015 100000 Diesel Manual First 24.40 1120.0 71.00 5.0 None 4.00 Hyundai

6016 Mahindra Xylo D4 BSIV Jaipur 2012 55000 Diesel Manual Second 14.00 2498.0 112.00 8.0 None 2.90 Mahindra

6017 Maruti Wagon R VXI Kolkata 2013 46000 Petrol Manual First 18.90 998.0 67.10 5.0 None 2.65 Maruti

6018 Chevrolet Beat Diesel Hyderabad 2011 47000 Diesel Manual First 25.44 936.0 57.60 5.0 None 2.50 Chevrolet

6019 rows × 14 columns

Now we are left with null value only in New_Price column : But since the New_Price column has so many null values will not use this column for prediction.

Name                    0 
Location                0 
Year                    0 
Kilometers_Driven       0 
Fuel_Type               0 
Transmission            0 
Owner_Type              0 
Mileage                 0 
Engine                  0 
Power                   0 
Seats                   0 
New_Price            5195 
Price                   0 
Brand_Name              0 
dtype: int64

Feature Engineering
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The ‘Name’ column has so many values so we will separate the brand names from the column and create a new column ‘Brand_Name’. df['Brand_Name'] = df['Name'].str.split(' ').str[0] df.groupby('Brand_Name').nunique()

array(['Maruti', 'Hyundai', 'Honda', 'Audi', 'Nissan', 'Toyota', 
       'Volkswagen', 'Tata', 'Land', 'Mitsubishi', 'Renault', 
       'Mercedes-Benz', 'BMW', 'Mahindra', 'Ford', 'Porsche', 'Datsun', 
       'Jaguar', 'Volvo', 'Chevrolet', 'Skoda', 'Mini', 'Fiat', 'Jeep', 
       'Smart', 'Ambassador', 'Isuzu', 'ISUZU', 'Force', 'Bentley', 
       'Lamborghini'], dtype=object)

<ipython-input-316-d9404d1f0a04>:2: SettingWithCopyWarning:  
A value is trying to be set on a copy of a slice from a DataFrame 

See the caveats in the documentation: https://pandas.pydata.org/pandas-docs/stable/user_guide/indexing.html#returning-a-view-versus-a-copy 
  sql_query.Brand_Name[sql_query.Brand_Name =='ISUZU']='Isuzu' 

Creating a new data frame that we will use for analysis.

<class 'pandas.core.frame.DataFrame'> 
RangeIndex: 6019 entries, 0 to 6018 
Data columns (total 11 columns): 
 #   Column             Non-Null Count  Dtype   
---  ------             --------------  -----   
 0   Year               6019 non-null   int64   
 1   Kilometers_Driven  6019 non-null   int64   
 2   Fuel_Type          6019 non-null   object  
 3   Transmission       6019 non-null   object  
 4   Owner_Type         6019 non-null   object  
 5   Mileage            6019 non-null   float64 
 6   Engine             6019 non-null   float64 
 7   Power              6019 non-null   float64 
 8   Seats              6019 non-null   float64 
 9   Price              6019 non-null   float64 
 10  Brand_Name         6019 non-null   object  
dtypes: float64(5), int64(2), object(4) 
memory usage: 517.4+ KB 

Year Kilometers_Driven Fuel_Type Transmission Owner_Type Mileage Engine Power Seats Price Brand_Name

0 2010 72000 CNG Manual First 26.60 998.0 58.16 5.0 1.75 Maruti

1 2015 41000 Diesel Manual First 19.67 1582.0 126.20 5.0 12.50 Hyundai

2 2011 46000 Petrol Manual First 18.20 1199.0 88.70 5.0 4.50 Honda

3 2012 87000 Diesel Manual First 20.77 1248.0 88.76 7.0 6.00 Maruti

4 2013 40670 Diesel Automatic Second 15.20 1968.0 140.80 5.0 17.74 Audi

Year Kilometers_Driven Fuel_Type Transmission Owner_Type Mileage Engine Power Seats Price Brand_Name

0 2010 72000 CNG Manual First 26.60 998.0 58.16 5.0 1.75 Maruti

1 2015 41000 Diesel Manual First 19.67 1582.0 126.20 5.0 12.50 Hyundai

2 2011 46000 Petrol Manual First 18.20 1199.0 88.70 5.0 4.50 Honda

3 2012 87000 Diesel Manual First 20.77 1248.0 88.76 7.0 6.00 Maruti

4 2013 40670 Diesel Automatic Second 15.20 1968.0 140.80 5.0 17.74 Audi

... ... ... ... ... ... ... ... ... ... ... ...

6014 2014 27365 Diesel Manual First 28.40 1248.0 74.00 5.0 4.75 Maruti

6015 2015 100000 Diesel Manual First 24.40 1120.0 71.00 5.0 4.00 Hyundai

6016 2012 55000 Diesel Manual Second 14.00 2498.0 112.00 8.0 2.90 Mahindra

6017 2013 46000 Petrol Manual First 18.90 998.0 67.10 5.0 2.65 Maruti

6018 2011 47000 Diesel Manual First 25.44 936.0 57.60 5.0 2.50 Chevrolet

6019 rows × 11 columns

Data Analysis:

C:\Users\user\anaconda3\lib\site-packages\seaborn\distributions.py:2551: FutureWarning: `distplot` is a deprecated function and will be removed in a future version. Please adapt yo
ur code to use either `displot` (a figure-level function with similar flexibility) or `histplot` (an axes-level function for histograms). 
  warnings.warn(msg, FutureWarning) 

<AxesSubplot:xlabel='Price', ylabel='Density'>

Analysis with respect to the number of cars: Brand_Name vs Car count

Year vs Car Count:

Analysis of other features with respect to car count. https://www.youtube.com/watch?v=4DnWYK88-E4 - subplot

Index(['Year', 'Kilometers_Driven', 'Fuel_Type', 'Transmission', 'Owner_Type', 
       'Mileage', 'Engine', 'Power', 'Seats', 'Price', 'Brand_Name'], 
      dtype='object')

[(0, 'Fuel_Type'), (1, 'Transmission'), (2, 'Owner_Type'), (3, 'Seats')]

C:\Users\user\anaconda3\lib\site-packages\seaborn\_decorators.py:36: FutureWarning: Pass the following variable as a keyword arg: x. From version 0.12, the only valid positional ar
gument will be `data`, and passing other arguments without an explicit keyword will result in an error or misinterpretation. 
  warnings.warn( 
C:\Users\user\anaconda3\lib\site-packages\seaborn\_decorators.py:36: FutureWarning: Pass the following variable as a keyword arg: x. From version 0.12, the only valid positional ar
gument will be `data`, and passing other arguments without an explicit keyword will result in an error or misinterpretation. 
  warnings.warn( 
C:\Users\user\anaconda3\lib\site-packages\seaborn\_decorators.py:36: FutureWarning: Pass the following variable as a keyword arg: x. From version 0.12, the only valid positional ar
gument will be `data`, and passing other arguments without an explicit keyword will result in an error or misinterpretation. 
  warnings.warn( 
C:\Users\user\anaconda3\lib\site-packages\seaborn\_decorators.py:36: FutureWarning: Pass the following variable as a keyword arg: x. From version 0.12, the only valid positional ar
gument will be `data`, and passing other arguments without an explicit keyword will result in an error or misinterpretation. 
  warnings.warn( 

Conclusion of the above features : Maximum cars are of petrol and diesel type. Manual cars are more than Automatic cars. First-hand cars are maximum followed by second. Cars with 5 seats are dominant.

Analysis with respect to Price: Brand_Name vs Price:

Analysis of other features with respect to Price:

[(0, 'Year'), (1, 'Fuel_Type'), (2, 'Transmission'), (3, 'Owner_Type')]

C:\Users\user\anaconda3\lib\site-packages\seaborn\_decorators.py:36: FutureWarning: Pass the following variable as a keyword arg: x. From version 0.12, the only valid positional ar
gument will be `data`, and passing other arguments without an explicit keyword will result in an error or misinterpretation. 
  warnings.warn( 
C:\Users\user\anaconda3\lib\site-packages\seaborn\_decorators.py:36: FutureWarning: Pass the following variable as a keyword arg: x. From version 0.12, the only valid positional ar
gument will be `data`, and passing other arguments without an explicit keyword will result in an error or misinterpretation. 
  warnings.warn( 
C:\Users\user\anaconda3\lib\site-packages\seaborn\_decorators.py:36: FutureWarning: Pass the following variable as a keyword arg: x. From version 0.12, the only valid positional ar
gument will be `data`, and passing other arguments without an explicit keyword will result in an error or misinterpretation. 
  warnings.warn( 
C:\Users\user\anaconda3\lib\site-packages\seaborn\_decorators.py:36: FutureWarning: Pass the following variable as a keyword arg: x. From version 0.12, the only valid positional ar
gument will be `data`, and passing other arguments without an explicit keyword will result in an error or misinterpretation. 
  warnings.warn( 

Conclusion of the above features : Cars ranging between the years 2012 to 2020 cost more. Petrol and diesel cars are costly. Automatic cars cost more than manual cars. First-hand cars are costly followed by second-hand.

[(0, 'Engine'), (1, 'Power')]

<class 'pandas.core.frame.DataFrame'> 
RangeIndex: 6019 entries, 0 to 6018 
Data columns (total 11 columns): 
 #   Column             Non-Null Count  Dtype   
---  ------             --------------  -----   
 0   Year               6019 non-null   int64   
 1   Kilometers_Driven  6019 non-null   int64   
 2   Fuel_Type          6019 non-null   object  
 3   Transmission       6019 non-null   object  
 4   Owner_Type         6019 non-null   object  
 5   Mileage            6019 non-null   float64 
 6   Engine             6019 non-null   float64 
 7   Power              6019 non-null   float64 
 8   Seats              6019 non-null   float64 
 9   Price              6019 non-null   float64 
 10  Brand_Name         6019 non-null   object  
dtypes: float64(5), int64(2), object(4) 
memory usage: 517.4+ KB 

<class 'pandas.core.frame.DataFrame'> 
RangeIndex: 6019 entries, 0 to 6018 
Data columns (total 11 columns): 
 #   Column             Non-Null Count  Dtype   
---  ------             --------------  -----   
 0   Year               6019 non-null   int64   
 1   Kilometers_Driven  6019 non-null   int64   
 2   Fuel_Type          6019 non-null   object  
 3   Transmission       6019 non-null   object  
 4   Owner_Type         6019 non-null   object  
 5   Mileage            6019 non-null   float64 
 6   Engine             6019 non-null   float64 
 7   Power              6019 non-null   float64 
 8   Seats              6019 non-null   float64 
 9   Price              6019 non-null   float64 
 10  Brand_Name         6019 non-null   object  
dtypes: float64(5), int64(2), object(4) 
memory usage: 517.4+ KB 

C:\Users\user\anaconda3\lib\site-packages\seaborn\_decorators.py:36: FutureWarning: Pass the following variable as a keyword arg: x. From version 0.12, the only valid positional ar
gument will be `data`, and passing other arguments without an explicit keyword will result in an error or misinterpretation. 
  warnings.warn( 
C:\Users\user\anaconda3\lib\site-packages\seaborn\_decorators.py:36: FutureWarning: Pass the following variable as a keyword arg: x. From version 0.12, the only valid positional ar
gument will be `data`, and passing other arguments without an explicit keyword will result in an error or misinterpretation. 
  warnings.warn( 

Removing outlier: The relation between price and km drove:

<matplotlib.collections.PathCollection at 0x2eaa9147e20>

The relation of Mileage and Seats with Price :

[(0, 'Mileage'), (1, 'Seats')]

C:\Users\user\anaconda3\lib\site-packages\seaborn\_decorators.py:36: FutureWarning: Pass the following variable as a keyword arg: x. From version 0.12, the only valid positional ar
gument will be `data`, and passing other arguments without an explicit keyword will result in an error or misinterpretation. 
  warnings.warn( 
C:\Users\user\anaconda3\lib\site-packages\seaborn\_decorators.py:36: FutureWarning: Pass the following variable as a keyword arg: x. From version 0.12, the only valid positional ar
gument will be `data`, and passing other arguments without an explicit keyword will result in an error or misinterpretation. 
  warnings.warn( 

Some rows have zero values in mileage and seats columns.

Year                  0 
Kilometers_Driven     0 
Fuel_Type             0 
Transmission          0 
Owner_Type            0 
Mileage              68 
Engine                0 
Power                 0 
Seats                 1 
Price                 0 
Brand_Name            0 
dtype: int64

Dropping 1 row from Seats column with zero value:

Cannot drop rows with zero value in the mileage column otherwise, we will lose 68 rows, which will result in the loss of large data. Hence replacing the zero values with mode value:

Year                 0 
Kilometers_Driven    0 
Fuel_Type            0 
Transmission         0 
Owner_Type           0 
Mileage              0 
Engine               0 
Power                0 
Seats                0 
Price                0 
Brand_Name           0 
dtype: int64

Handling categorical Columns

Machine Learning algorithms work with a numeric value.

Year Kilometers_Driven Fuel_Type Transmission Owner_Type Mileage Engine Power Seats Price Brand_Name New_Fuel_Type New_Transmission New_Owner_Type New_Brand_Name

0 2010 72000 CNG Manual First 26.60 998.0 58.16 5.0 1.75 Maruti 0 1 0 17

1 2015 41000 Diesel Manual First 19.67 1582.0 126.20 5.0 12.50 Hyundai 1 1 0 10

2 2011 46000 Petrol Manual First 18.20 1199.0 88.70 5.0 4.50 Honda 4 1 0 9

3 2012 87000 Diesel Manual First 20.77 1248.0 88.76 7.0 6.00 Maruti 1 1 0 17

4 2013 40670 Diesel Automatic Second 15.20 1968.0 140.80 5.0 17.74 Audi 1 0 2 1

Year Kilometers_Driven Mileage Engine Power Seats Price New_Fuel_Type New_Transmission New_Owner_Type New_Brand_Name

0 2010 72000 26.6 998.0 58.16 5.0 1.75 0 1 0 17

New_Brand_Name Year Kilometers_Driven New_Fuel_Type New_Transmission New_Owner_Type Mileage Engine Power Seats Price

0 17 2010 72000 0 1 0 26.6 998.0 58.16 5.0 1.75

List Labels Cross Validation

{'CNG': 0, 'Diesel': 1, 'Electric': 2, 'LPG': 3, 'Petrol': 4}

Fuel_Type  Label 
CNG          0 
Diesel       1 
Electric     2 
LPG          3 
Petrol       4 

{'Automatic': 0, 'Manual': 1}

Transmission  Label 
Automatic      0 
Manual         1 

{'First': 0, 'Fourth & Above': 1, 'Second': 2, 'Third': 3}

Owner_Type     Label 
First            0 
Fourth & Above   1 
Second           2 
Third            3 

Brand_Name      Label 
Ambassador        0 
Audi              1 
BMW               2 
Bentley           3 
Chevrolet         4 
Datsun            5 
Fiat              6 
Force             7 
Ford              8 
Honda             9 
Hyundai          10 
Isuzu            11 
Jaguar           12 
Jeep             13 
Lamborghini      14 
Land             15 
Mahindra         16 
Maruti           17 
Mercedes-Benz    18 
Mini             19 
Mitsubishi       20 
Nissan           21 
Porsche          22 
Renault          23 
Skoda            24 
Smart            25 
Tata             26 
Toyota           27 
Volkswagen       28 
Volvo            29 

Correlation matrix

Creating 2 new data frames:

New_Brand_Name Year Kilometers_Driven New_Fuel_Type New_Transmission New_Owner_Type Mileage Engine Power Seats

0 17 2010 72000 0 1 0 26.60 998.0 58.16 5.0

1 10 2015 41000 1 1 0 19.67 1582.0 126.20 5.0

2 9 2011 46000 4 1 0 18.20 1199.0 88.70 5.0

3 17 2012 87000 1 1 0 20.77 1248.0 88.76 7.0

4 1 2013 40670 1 0 2 15.20 1968.0 140.80 5.0

0     1.75
1    12.50
2     4.50
3     6.00
4    17.74
Name: Price, dtype: float64

Now let us see which features are the most and least important for predicting the price of a used car:

<class 'pandas.core.frame.DataFrame'> 
Int64Index: 6017 entries, 0 to 6018 
Data columns (total 10 columns): 
 #   Column             Non-Null Count  Dtype   
---  ------             --------------  -----   
 0   New_Brand_Name     6017 non-null   int32   
 1   Year               6017 non-null   int64   
 2   Kilometers_Driven  6017 non-null   int64   
 3   New_Fuel_Type      6017 non-null   int32   
 4   New_Transmission   6017 non-null   int32   
 5   New_Owner_Type     6017 non-null   int32   
 6   Mileage            6017 non-null   float64 
 7   Engine             6017 non-null   float64 
 8   Power              6017 non-null   float64 
 9   Seats              6017 non-null   float64 
dtypes: float64(4), int32(4), int64(2) 
memory usage: 423.1 KB 

<class 'pandas.core.frame.DataFrame'> 
Int64Index: 6017 entries, 0 to 6018 
Data columns (total 10 columns): 
 #   Column             Non-Null Count  Dtype   
---  ------             --------------  -----   
 0   New_Brand_Name     6017 non-null   int32   
 1   Year               6017 non-null   int64   
 2   Kilometers_Driven  6017 non-null   int64   
 3   New_Fuel_Type      6017 non-null   int32   
 4   New_Transmission   6017 non-null   int32   
 5   New_Owner_Type     6017 non-null   int32   
 6   Mileage            6017 non-null   float64 
 7   Engine             6017 non-null   float64 
 8   Power              6017 non-null   float64 
 9   Seats              6017 non-null   float64 
dtypes: float64(4), int32(4), int64(2) 
memory usage: 583.1 KB 

Applying different models on the data :
Importing libraries for training and testing of different models

model best_score best_params

0 linear_regression 0.674731 {'normalize': True}

1 lasso 0.661938 {'alpha': 1, 'selection': 'random'}

2 decision_tree 0.814892 {'criterion': 'friedman_mse', 'max_depth': 10,...

3 Random_forest 0.872634 {'max_features': 'sqrt', 'n_estimators': 60}

4813

1204

Lasso Regression R2,MSE,MAE

Wall time: 7.32 ms 

0.007318258285522461

0.6869574021687976

MSE (Lasso): 32.47494621490091 
MAE (Lasso): 3.7094427974349924 

Linear Regression R2,MSE,MAE

Wall time: 7.29 ms 

0.007289886474609375

0.7140946506386855

MSE (Linear): 29.659736110635134 
MAE (Linear): 3.54847138589327 

Decision Tree R2,MSE,MAE

Wall time: 30.1 ms 

0.030136823654174805

0.7252165966275208

MSE (Decision Tree): 28.50594873378996 
MAE (Decision Tree): 1.9751747364682006 

Random Forest R2,MSE,MAE

Wall time: 331 ms 

0.32953906059265137

0.9137302045090122

MSE (Random Forest): 8.94960298678265 
MAE (Random Forest): 1.4661828841032538 

model best_score best_params

0 linear_regression 0.674731 {'normalize': True}

1 lasso 0.661938 {'alpha': 1, 'selection': 'random'}

2 decision_tree 0.814892 {'criterion': 'friedman_mse', 'max_depth': 10,...

3 Random_forest 0.872634 {'max_features': 'sqrt', 'n_estimators': 60}

R2 Linear): 0.7140946506386855 
R2 Lasso): 0.6869574021687976 
R2 DTree): 0.7252165966275208 
R2 Random Forest): 0.9137302045090122 

MSE (Lasso): 32.47494621490091 
MAE (Lasso): 3.7094427974349924 

MSE (Linear): 29.659736110635134 
MAE (Linear): 3.54847138589327 

MSE (Decision Tree): 28.50594873378996 
MAE (Decision Tree): 1.9751747364682006 

MSE (Random Forest): 8.94960298678265 
MAE (Random Forest): 1.4661828841032538 

Interface to SQL
import sys import pypyodbc as odbc

cnxn = pyodbc.connect('Driver={SQL Server};' 'Server=DESKTOP-6L94MF2;' 'Database=Summative;' 'Trusted_Connection=yes;')

cursor = cnxn.cursor() cursor1 = cnxn.cursor()

cursor.execute('''

           CREATE TABLE Result 
           ( 
           Brand_Name float, 
           Year int, 
           Km_Driven float, 
           Fuel_Type float, 
           Transmission float, 
           Owner_Type float, 
           Mileage_kmkg float, 
           Engine_CC float, 
           Power_bhp float, 
           Seats float, 
           Predict_LaKh float, 
           Datetime DATETIME 
           ) 

           ''') 

cnxn.commit()

cursor.execute('''

       CREATE TABLE Result_1 
       ( 
       Brand_Name nVarchar(50), 
       Year int, 
       Km_Driven float, 
       Fuel_Type nVarchar(50), 
       Transmission nVarchar(50), 
       Owner_Type nVarchar(50), 
       Mileage_kmkg float, 
       Engine_CC float, 
       Power_bhp float, 
       Seats float, 
       Predict_LaKh float, 
       Datetime DATETIME 
       ) 

       ''') 

cnxn.commit()

cursor.execute('''

       CREATE TABLE Brand_Name 
       ( 
       Brand_Name nVarchar(15), 
       Label int, 
       ) 

       ''') 

cnxn.commit()

cursor.execute('''

       CREATE TABLE Owner_Type 
       ( 
       Owner_Type nVarchar(15), 
       Label int, 
       ) 

       ''') 

cnxn.commit()

cursor.execute('''

       CREATE TABLE Transmission 
       ( 
       Transmission nVarchar(15), 
       Label int, 
       ) 

       ''') 

cnxn.commit()

cursor.execute('''

       CREATE TABLE Fuel_Type 
       ( 
       Fuel_Type nVarchar(15), 
       Label int, 
       ) 

       ''') 

cnxn.commit()

cursor.execute('''

       CREATE TABLE GridSearch 
       ( 
       model nvarchar(50), 
       best_score float, 
       best_params nvarchar(500), 
       Datetime DATETIME, 
       ) 

       ''') 

cnxn.commit()

cursor.execute('''

       CREATE TABLE Parameter 
       ( 
       Lasso_R_Sqr float, 
       Lasso_MSE float, 
       Lasso_MAE float, 
       Linear_R_Sqr float, 
       Linear_MSE float, 
       Linear_MAE float, 
       DTree_R_Sqr float, 
       DTree_MSE float, 
       DTree_MAE float, 
       RFor_R_Sqr float, 
       RFor_MSE float, 
       RFor_MAE float, 
       Datetime DATETIME, 
       TrainTime_Lasso_secs float, 
       TrainTime_Linear_secs float, 
       TrainTime_DTree_secs float, 
       TrainTime_RFor_secs float 
       ) 

       ''') 

cnxn.commit()

cursor.execute("ALTER TABLE " + 'Result' + " ADD " + 'Datetime' + " " + 'DATETIME') cursor.commit()

cursor1.execute("ALTER TABLE " + 'Result_1' + " ADD " + 'Datetime' + " " + 'DATETIME') cursor1.commit()

cursor1.execute("ALTER TABLE " + 'Parameter' + " ADD " + 'TrainTime_Lasso_secs' + " " + 'float') cursor1.commit()

cursor1.execute("ALTER TABLE " + 'Parameter' + " ADD " + 'TrainTime_Linear_secs' + " " + 'float') cursor1.commit()

cursor1.execute("ALTER TABLE " + 'Parameter' + " ADD " + 'TrainTime_DTree_secs' + " " + 'float') cursor1.commit()

cursor1.execute("ALTER TABLE " + 'Parameter' + " ADD " + 'TrainTime_RFor_secs' + " " + 'float') cursor1.commit()

datetime.datetime(2021, 5, 22, 18, 38, 27, 560689)

Testing the model

array([2.22516667])

Parameter

0.007318258285522461

0.007289886474609375

0.030136823654174805

0.32953906059265137

cnxn = pyodbc.connect('Driver={SQL Server};' 'Server=DESKTOP-6L94MF2;' 'Database=Summative;' 'Trusted_Connection=yes;')

cursor = cnxn.cursor() cursor1 = cnxn.cursor()

GridSearch - Best Model
insert_query = '''INSERT INTO GridSearch (model,best_score,best_params,Datetime) values(?,?,?,?);'''

result=find_best_model_using_gridsearchcv(df2_inputs,df2_target) result

for res in result.iterrows(): values = (res[1]['model'], res[1]['best_score'], str(res[1]['best_params']), timestamp) cursor1.execute(insert_query, values) cnxn.commit() cursor1.close()

print("%s seconds ---" % (time.time() - start_time))

Table for Labels
for Brand_Name, Label in Table_4.items(): print('{0:15} {1:2d}'.format(Brand_Name, Label)) cursor1.execute("INSERT INTO Brand_Name (Brand_Name,Label) values(?,?)", Brand_Name,int(Label)) cnxn.commit()

cursor1.close()

for Fuel_Type, Label in Table_1.items(): print('{0:10} {1:2d}'.format(Fuel_Type, Label)) cursor1.execute("INSERT INTO Fuel_Type (Fuel_Type,Label) values(?,?)", Fuel_Type,int(Label)) cnxn.commit() cursor1.close()

for Transmission, Label in Table_2.items(): print('{0:12} {1:2d}'.format(Transmission, Label)) cursor1.execute("INSERT INTO Transmission (Transmission,Label) values(?,?)", Transmission,int(Label)) cnxn.commit()

cursor1.close()

for Owner_Type, Label in Table_3.items(): print('{0:14} {1:2d}'.format(Owner_Type, Label)) cursor1.execute("INSERT INTO Owner_Type (Owner_Type,Label) values(?,?)", Owner_Type,int(Label)) cnxn.commit() cursor1.close()

cnxn = pyodbc.connect('Driver={SQL Server};' 'Server=DESKTOP-6L94MF2;' 'Database=Summative;' 'Trusted_Connection=yes;')

cursor = cnxn.cursor() cursor1 = cnxn.cursor()

cursor.execute('''

       CREATE TABLE Prediction 
       ( 
       Number int, 
       Actual float, 
       Predicted float, 
       Datetime DATETIME, 
       ) 

       ''') 

cnxn.commit()

RandomForestRegressor(bootstrap='True', max_features='sqrt', n_estimators=60, 
                      n_jobs=-1)

Actual Predicted

1588 2.35 2.895333

5820 2.50 4.001667

43 4.74 4.288944

1843 1.95 2.324667

3042 2.95 4.347333

... ... ...

3379 4.25 4.656500

3841 8.70 11.798000

3771 6.95 7.177167

1143 5.60 4.502500

3955 16.00 13.410167

1204 rows × 2 columns

Actual Predicted

Number

1588 2.35 2.895333

5820 2.50 4.001667

43 4.74 4.288944

1843 1.95 2.324667

3042 2.95 4.347333

... ... ...

3379 4.25 4.656500

3841 8.70 11.798000

3771 6.95 7.177167

1143 5.60 4.502500

3955 16.00 13.410167

1204 rows × 2 columns

timestamp = datetime.datetime.now() insert_query = '''INSERT INTO Prediction (Number,Actual,Predicted,Datetime) values(?,?,?,?);'''

Result1=pd.DataFrame({'Actual': Y_test, 'Predicted': Y_Pred_RFor}) Result1

for res in Result1.iterrows(): values = (res[0],res[1]['Actual'], res[1]['Predicted'],timestamp) cursor1.execute(insert_query, values) cnxn.commit() cursor1.close()

Lasso_R_Sqr = float(lasso.score(X_test,Y_test)) Lasso_MSE = float(mean_squared_error(Y_test,Y_Pred_Lasso)) Lasso_MAE = float(mean_absolute_error(Y_test, Y_Pred_Lasso)) Linear_R_Sqr =

float(lr.score(X_test,Y_test)) Linear_MSE = float(mean_squared_error(Y_test,Y_Pred_Lin)) Linear_MAE = float(mean_absolute_error(Y_test,Y_Pred_Lin)) DTree_R_Sqr = float(Dtree.score(X_test,Y_test)) DTree_MSE =

float(mean_squared_error(Y_test, Y_Pred_Dtree)) DTree_MAE = float(mean_absolute_error(Y_test,Y_Pred_Dtree)) RFor_R_Sqr = float(Model_RandomForest.score(X_test,Y_test)) RFor_MSE =

float(mean_squared_error(Y_test, Y_Pred_RFor)) RFor_MAE = float(mean_absolute_error(Y_test,Y_Pred_RFor)) timestamp = datetime.datetime.now()

training_time_lasso = (time.time() - training_time_lasso)

training_time_lr = time.time() - training_time_lr

training_time_DTree = time.time() - training_time_DTree

training_time_RF = time.time() - training_time_RF
cursor.execute("INSERT INTO Parameter

(Lasso_R_Sqr,Lasso_MSE,Lasso_MAE,Linear_R_Sqr,Linear_MSE,Linear_MAE,DTree_R_Sqr,DTree_MSE,DTree_MAE,RFor_R_Sqr,RFor_MSE,RFor_MAE,Datetime,TrainTime_Lasso_secs,TrainTime_Linear_secs,TrainTime_D

values(?,?,?,?,?,?,?,?,?,?,?,?,?,?,?,?,?)",

Lasso_R_Sqr,Lasso_MSE,Lasso_MAE,Linear_R_Sqr,Linear_MSE,Linear_MAE,DTree_R_Sqr,DTree_MSE,DTree_MAE,RFor_R_Sqr,RFor_MSE,RFor_MAE,timestamp,training_time_lasso,training_time_lr,training_time_DTree,trai

cnxn.commit() cursor.close()

In [ ]: # https://arxiv.org/ftp/arxiv/papers/1711/1711.06970.pdf - journal on predicting a car 

In [288… # https://towardsdatascience.com/improving-random-forest-in-python-part-1-893916666cd - Weather Forecast using Random Forest 

In [289… # https://medium.com/@nishachoudhary.rc/used-car-price-prediction-using-machine-learning-6465a262a867 

In [290… # https://datatofish.com/how-to-connect-python-to-sql-server-using-pyodbc/ - Connect to SQL 

In [291… # Python & SQL https://realpython.com/python-mysql/ 

In [292… import pandas as pd 
import numpy as np 
import seaborn as sns 
import matplotlib.pyplot as plt 
%matplotlib inline 

In [293… import pyodbc 

In [294… conn = pyodbc.connect('Driver={SQL Server};' 
                      'Server=DESKTOP-6L94MF2;' 
                      'Database=Summative;' 
                      'Trusted_Connection=yes;') 
 
cursor = conn.cursor() 
 
sql_query = pd.read_sql_query('SELECT * FROM Summative.dbo.carDataset',conn) 
#print(sql_query) 
print(type(sql_query)) 

In [295… sql_query.head() 

Out[295…

In [296… sql_query.shape 

Out[296…

In [297… sql_query=sql_query.drop(['Prediction'],axis='columns') 

In [298… sql_query.isnull().sum() 

Out[298…

In [299… # Finding the mode FOR "Seats" 
sql_query['Seats'].mode() 

Out[299…

In [300… # # Fill up the empty spaces with "5.0" since its the mode 
sql_query['Seats'].fillna(value=5.0,inplace = True) 

In [301… sql_query.info() 

In [302… import sys 
print(sys.getrecursionlimit()) 

In [303… sys.setrecursionlimit(4500) 

In [304… #removing kmpl and km/kg from mileage column 
sql_query['Mileage'] = sql_query['Mileage'].apply(lambda x: str(x).replace('kmpl', '') if 'kmpl' in str(x) else str(x)) 
sql_query['Mileage'] = sql_query['Mileage'].apply(lambda x:str(x).replace('km/kg', '') if 'km/kg' in str(x) else str(x)) 
 
#removing CC from engine column 
sql_query['Engine'] = sql_query['Engine'].apply(lambda x: str(x).replace('CC', '') if 'CC' in str(x) else str(x)) 
 
#removing bhp from power column 
sql_query['Power'] = sql_query['Power'].apply(lambda x: str(x).replace('bhp', '') if 'bhp' in str(x) else str(x)) 

In [305… sql_query['Mileage'] = pd.to_numeric(sql_query['Mileage'], errors='coerce') 
sql_query['Engine'] = pd.to_numeric(sql_query['Engine'], errors='coerce') 
sql_query['Power'] = pd.to_numeric(sql_query['Power'], errors='coerce') 

In [306… sql_query['Mileage'].mode() 

Out[306…

In [307… sql_query['Mileage'].fillna(value=17.0,inplace= True) 

In [308… sql_query['Engine'].mode() 

Out[308…

In [309… sql_query['Engine'].fillna(value=1197.0,inplace= True) 

In [310… sql_query['Power'].mode() 

Out[310…

In [311… sql_query['Power'].fillna(value=74.0,inplace= True) 

In [312… sql_query.replace(to_replace='null', value = 74.0) 

Out[312…

In [313… sql_query.isnull().sum() 

Out[313…

In [314… sql_query['Name'].nunique() 

Out[314…

In [315… sql_query['Brand_Name'].unique() 

Out[315…

In [316… # merging Isuze and ISUZU 
sql_query.Brand_Name[sql_query.Brand_Name =='ISUZU']='Isuzu' 

In [317… # dropping the Name. Location and New_Price column 
df1_map=sql_query.drop(['Name','Location','New_Price'], axis='columns') 

In [318… df1_map.info() 

In [319… df1_map.head() 

Out[319…

In [320… df1_map.replace(to_replace="null ", value = 74.0) 

Out[320…

In [321… df1_map['Mileage'].replace("None", np.nan, inplace=True) 

In [322… df1_map['Mileage'] = df1_map.Mileage.astype(float) 

In [323… df1_map['Engine'].replace("None", np.nan, inplace=True) 

In [324… df1_map['Engine'] = df1_map.Engine.astype(float) 

In [325… # df1_map['Power'] = df1_map.Power.astype(float) 

In [326… sns.heatmap(df1_map.isnull()) 
plt.show() 

In [327… plt.figure(figsize=(20,8)) 
sns.distplot(df1_map['Price']) 

Out[327…

In [328… plt.xlabel('Brand_Name') 
plt.ylabel('Count of car') 
df1_map['Brand_Name'].value_counts().plot(kind='bar',title='Brand vs Car Count',color='#C0392B') 
plt.grid(color='black', linestyle='-.', linewidth=0.5) 

In [329… plt.xlabel('Year') 
plt.ylabel('Count of car') 
df1_map['Year'].value_counts().plot(kind='bar',title='Year vs Car Count',color='#0E6251') 
plt.grid(color='black', linestyle='-.', linewidth=0.5) 

In [330… df1_map.columns 

Out[330…

In [331… feature = ['Fuel_Type','Transmission', 'Owner_Type','Seats'] 

In [332… list(enumerate(feature)) 

Out[332…

In [333… plt.figure(figsize =(12, 8)) 
for i in enumerate(feature): 
    plt.subplot(2,2,i[0]+1) 
    sns.countplot(i[1], data = df1_map) 

In [334… BrandVsPrice = pd.DataFrame(df1_map.groupby('Brand_Name')['Price'].mean()) 
BrandVsPrice.plot.bar(color='tomato',figsize=(11,5)) 
plt.grid(linestyle='-.') 
plt.show() 
# Lamborghini is the most expensive car in the data frame. 

In [335… feature1 = ['Year','Fuel_Type','Transmission', 'Owner_Type'] 
list(enumerate(feature1)) 

Out[335…

In [336… plt.figure(figsize =(12, 8)) 
for i in enumerate(feature1): 
    plt.subplot(2,2,i[0]+1) 
    sns.scatterplot(i[1], y = 'Price', data = df1_map) 

In [337… feature2 = ['Engine', 'Power'] 
list(enumerate(feature2)) 

Out[337…

In [338… df1_map=df1_map.replace(to_replace='null ',value=74.0) 

In [339… df1_map['Power'].replace("None", np.nan, inplace=True) 

In [340… df1_map.info() 

In [341… df1_map['Power'] = df1_map.Power.astype(float) 

In [342… df1_map.info() 

In [343… plt.figure(figsize =(12, 8)) 
for i in enumerate(feature2): 
    plt.subplot(2,2,i[0]+1) 
    sns.scatterplot(i[1], y = 'Price', data = df1_map) 

In [344… plt.title('Kilometers Driven vs Price') 
plt.xlabel('Kilometers Driven') 
plt.ylabel('Price') 
plt.scatter(df1_map.Kilometers_Driven,df1_map.Price) 

Out[344…

In [345… # one of the cars has km drove more than 6500000, this is an outlier and we need to remove it 
# Removing Outlier 
df1_map.drop(df1_map[df1_map['Kilometers_Driven'] >= 6500000].index,axis=0, inplace=True) 

In [346… feature3 = ['Mileage', 'Seats'] 
list(enumerate(feature3)) 

Out[346…

In [347… plt.figure(figsize =(12, 4)) 
for i in enumerate(feature3): 
    plt.subplot(1,2,i[0]+1) 
    sns.scatterplot(i[1], y = 'Price', data = df1_map) 

In [348… df1_map.isin([0]).sum() 

Out[348…

In [349… df1_map.drop(df1_map[df1_map['Seats']==0].index,axis=0,inplace=True) 

In [350… df1_map['Mileage'].replace({0.0:17.0},inplace=True) 

In [351… # The resultant data frame has no zero values: 
df1_map.isin([0]).sum() 

Out[351…

In [352… from sklearn.preprocessing import LabelEncoder
le_Fuel_Type = LabelEncoder() 
le_Transmission = LabelEncoder() 
le_Owner_Type = LabelEncoder() 
le_Brand_Name = LabelEncoder() 
df1_map['New_Fuel_Type']= le_Fuel_Type.fit_transform(df1_map['Fuel_Type']) 
df1_map['New_Transmission']= le_Transmission.fit_transform(df1_map['Transmission']) 
df1_map['New_Owner_Type']= le_Owner_Type.fit_transform(df1_map['Owner_Type']) 
df1_map['New_Brand_Name']= le_Brand_Name.fit_transform(df1_map['Brand_Name']) 

In [353… df1_map.head() 

Out[353…

In [354… # Dropping columns with data type object: 
df1_map=df1_map.drop(["Fuel_Type","Transmission","Owner_Type","Brand_Name"],axis='columns') 

In [355… df1_map.head(1) 

Out[355…

In [356… # Shuffling the columns as per our need: 
df1_map=df1_map[['New_Brand_Name','Year','Kilometers_Driven','New_Fuel_Type','New_Transmission','New_Owner_Type','Mileage','Engine','Power','Seats','Price']] 

In [357… df1_map.head(1) 

Out[357…

In [358… list(np.array(le_Fuel_Type.__dict__['classes_'])) 
Fuel_Type_Dictionary = dict(zip( list(np.array(le_Fuel_Type.__dict__['classes_'])), le_Fuel_Type.transform( list(np.array(le_Fuel_Type.__dict__['classes_']))))) 
Fuel_Type_Dictionary 

Out[358…

In [359… Table_1 = Fuel_Type_Dictionary 
print('Fuel_Type  Label') 
for Fuel_Type, Label in Table_1.items(): 
    print('{0:10}  {1:2d}'.format(Fuel_Type, Label)) 

In [360… list(np.array(le_Transmission.__dict__['classes_'])) 
Transmission_Dictionary = dict(zip( list(np.array(le_Transmission.__dict__['classes_'])), le_Transmission.transform( list(np.array(le_Transmission.__dict__['classes_']))))) 
Transmission_Dictionary 

Out[360…

In [361… Table_2 = Transmission_Dictionary 
print('Transmission  Label') 
for Transmission, Label in Table_2.items(): 
    print('{0:12}  {1:2d}'.format(Transmission, Label)) 

In [362… list(np.array(le_Owner_Type.__dict__['classes_'])) 
Owner_Type_Dictionary = dict(zip( list(np.array(le_Owner_Type.__dict__['classes_'])), le_Owner_Type.transform( list(np.array(le_Owner_Type.__dict__['classes_']))))) 
Owner_Type_Dictionary

Out[362…

In [363… Table_3 = Owner_Type_Dictionary 
print('Owner_Type     Label') 
for Owner_Type, Label in Table_3.items(): 
    print('{0:14}  {1:2d}'.format(Owner_Type, Label)) 

In [364… list(np.array(le_Brand_Name.__dict__['classes_'])) 
Brand_Name_Dictionary = dict(zip( list(np.array(le_Brand_Name.__dict__['classes_'])), le_Brand_Name.transform( list(np.array(le_Brand_Name.__dict__['classes_']))))) 

In [365… Table_4 = Brand_Name_Dictionary 
print('Brand_Name      Label') 
for Brand_Name, Label in Table_4.items(): 
    print('{0:15}  {1:2d}'.format(Brand_Name, Label)) 

In [366… corrMatrix = df1_map.corr() 
plt.figure(figsize=(10,7)) 
sns.heatmap(corrMatrix, annot=True,cmap= 'coolwarm', linewidths=3, linecolor='black') 
plt.show() 

In [367… df2_inputs=df1_map.drop(['Price'],axis='columns') 
df2_target=df1_map['Price'] 

In [368… df2_inputs.head() 

Out[368…

In [369… # df2_inputs’ data frame has input features and ‘df2_target’ data frame has the target value that we need to predict i.e price. 
df2_target.head() 

Out[369…

In [370… df2_inputs.info() 

In [371… df2_inputs['Engine'].fillna(value=1197.0,inplace= True) 

In [372… df2_inputs['Power'].fillna(value=74.0,inplace= True) 

In [373… df2_inputs['Mileage'].fillna(value=17.0,inplace= True) 

In [374… df2_inputs.drop(df2_inputs[df2_inputs['Kilometers_Driven'] >= 65000000].index,axis=0, inplace=True) 

In [375… df2_inputs.info() 

In [376… from sklearn.ensemble import ExtraTreesRegressor 
import matplotlib.pyplot as plt 
model = ExtraTreesRegressor() 
model.fit(df2_inputs,df2_target) 
#use inbuilt class feature_importances of ExtraTreeRegressor 
#plot graph of feature importances for better visualization 
feat_importances = pd.Series(model.feature_importances_, index=df2_inputs.columns) 
plt.figure(figsize=(11,5)) 
plt.xlabel("Value") 
plt.ylabel("Features") 
plt.title("Features vs Importance") 
plt.grid(feat_importances.nlargest(10).plot(kind='barh',color='#D98880'))##45B39D 
plt.grid(color='black', linestyle='-.', linewidth=0.7) 
plt.show() 
 
# Transmission_n and Owner_Type_n are the most and least important features for predicting the price of a used car. 

In [377… from sklearn import linear_model 
from sklearn.linear_model import Lasso 
from sklearn.tree import DecisionTreeRegressor
from sklearn.ensemble import RandomForestRegressor 

In [378… from sklearn.model_selection import GridSearchCV 
from sklearn.model_selection import ShuffleSplit 
def find_best_model_using_gridsearchcv(df2_inputs,df2_target): 
    algos = { 
        'linear_regression' : {
            'model': linear_model.LinearRegression(), 
            'params': { 
                'normalize': [True, False] 
            } 
        }, 
        'lasso': { 
            'model': Lasso(), 
            'params': { 
                'alpha': [1,2], 
                'selection': ['random', 'cyclic'] 
            } 
        }, 
        'decision_tree': {
            'model': DecisionTreeRegressor(), 
            'params': { 
                'criterion' : ['mse','friedman_mse'], 
                'splitter': ['best','random'], 
                'max_depth': [5,10,15,None] 
            } 
        }, 
        'Random_forest': {  
            'model': RandomForestRegressor(), 
            'params': { 
                'max_features': ['auto', 'sqrt'], 
                'n_estimators': [50,60] 
           }}} 
     
    scores = [] 
    cv = ShuffleSplit(n_splits=5, test_size=0.2, random_state=0) 
    for algo_name, config in algos.items(): 
        gs =  GridSearchCV(config['model'], config['params'], cv=cv, return_train_score=False) 
        gs.fit(df2_inputs,df2_target) 
        scores.append({ 
            'model': algo_name, 
            'best_score': gs.best_score_,
            'best_params': gs.best_params_ 
        }) 
         
    return pd.DataFrame(scores,columns=['model','best_score','best_params']) 
 
result=find_best_model_using_gridsearchcv(df2_inputs,df2_target) 
result 
 
# Random Forest gives the best score with 87 % accuracy. 

Out[378…

In [379… # Let us see this graphically: 
result_map=result.drop(['best_params'],axis='columns') 
result_map.plot(x="model",y='best_score',kind='bar',color='#641E16',title='Different models vs accuracy') 
plt.grid(linestyle='-.') 

In [380… # Splitting the data frame for training it on the random forest model : 
from sklearn.model_selection import train_test_split 
X_train,X_test,Y_train,Y_test = train_test_split(df2_inputs,df2_target,test_size=0.2,random_state=10) 

In [381… len(X_train) 

Out[381…

In [382… len(X_test) 

Out[382…

In [383… import time 
import timeit 

In [384… from sklearn.metrics import mean_squared_error,mean_absolute_error 

In [385… lasso = Lasso(alpha=1,selection='random') 

In [386… %%time 
start_time = time.time() 
lasso.fit(X_train,Y_train) 
training_time_lasso = time.time() - start_time 
training_time_lasso 

Out[386…

In [387… lasso.score(X_test,Y_test) 

Out[387…

In [388… Y_Pred_Lasso =lasso.predict(X_test) 

In [389… print('MSE (Lasso):',mean_squared_error(Y_test,Y_Pred_Lasso))
print('MAE (Lasso):',mean_absolute_error(Y_test, Y_Pred_Lasso)) 

In [390… from sklearn.linear_model import LinearRegression 

In [391… lr = LinearRegression(normalize = 'True') 

In [392… %%time 
start_time = time.time() 
lr.fit(X_train, Y_train) 
training_time_lr = time.time() - start_time 
training_time_lr

Out[392…

In [393… lr.score(X_test,Y_test) 

Out[393…

In [394… Y_Pred_Lin =lr.predict(X_test) 

In [395… print('MSE (Linear):',mean_squared_error(Y_test,Y_Pred_Lin)) 
print('MAE (Linear):',mean_absolute_error(Y_test, Y_Pred_Lin)) 

In [396… from sklearn.tree import DecisionTreeRegressor

In [397… Dtree = DecisionTreeRegressor(criterion= 'friedman_mse', max_depth = 10, splitter='best') 

In [398… %%time 
start_time = time.time() 
Dtree.fit(X_train,Y_train) 
training_time_DTree = time.time() - start_time 
training_time_DTree 

Out[398…

In [399… Dtree.score(X_test,Y_test) 

Out[399…

In [400… Y_Pred_Dtree =Dtree.predict(X_test) 

In [401… print('MSE (Decision Tree):',mean_squared_error(Y_test,Y_Pred_Dtree)) 
print('MAE (Decision Tree):',mean_absolute_error(Y_test, Y_Pred_Dtree)) 

In [402… # Since Random forest gives an accuracy of 89 we will use that 
# Training our model with the best parameters 
Model_RandomForest = RandomForestRegressor(max_features='sqrt',n_estimators=60,bootstrap='True',n_jobs=-1) 

In [403… %%time 
start_time = time.time() 
Model_RandomForest.fit(X_train,Y_train) 
training_time_RF = time.time() - start_time 
training_time_RF

Out[403…

In [404… Model_RandomForest.score(X_test,Y_test) 

Out[404…

In [405… Y_Pred_RFor =Model_RandomForest.predict(X_test) 

In [406… print('MSE (Random Forest):',mean_squared_error(Y_test,Y_Pred_RFor)) 
print('MAE (Random Forest):',mean_absolute_error(Y_test, Y_Pred_RFor)) 

In [407… import pickle 

In [408… pickle.dump(Model_RandomForest,open('rmodel.pkl','wb')) 

In [409… rmodel=pickle.load(open('rmodel.pkl','rb')) 

In [410… result 

Out[410…

In [411… print('R2 Linear):',lr.score(X_test,Y_test)) 
print('R2 Lasso):',lasso.score(X_test,Y_test)) 
print('R2 DTree):', Dtree.score(X_test,Y_test)) 
print('R2 Random Forest):',Model_RandomForest.score(X_test,Y_test)) 

In [412… print('MSE (Lasso):',mean_squared_error(Y_test,Y_Pred_Lasso))
print('MAE (Lasso):',mean_absolute_error(Y_test, Y_Pred_Lasso)) 
print() 
print('MSE (Linear):',mean_squared_error(Y_test,Y_Pred_Lin)) 
print('MAE (Linear):',mean_absolute_error(Y_test, Y_Pred_Lin)) 
print() 
print('MSE (Decision Tree):',mean_squared_error(Y_test,Y_Pred_Dtree)) 
print('MAE (Decision Tree):',mean_absolute_error(Y_test, Y_Pred_Dtree)) 
print() 
print('MSE (Random Forest):',mean_squared_error(Y_test,Y_Pred_RFor)) 
print('MAE (Random Forest):',mean_absolute_error(Y_test, Y_Pred_RFor)) 

In [414… import datetime 

In [415… datetime.datetime.now() 

Out[415…

In [416… # New_Brand_Name, Year, Kilometers_Driven, New_Fuel_Type, New_Transmission, New_Owner_Type, Mileage, Engine, Power, Seats 
rmodel.predict([[17,2013,100000,3,1,0,15,1000,40,5.0]]) 

Out[416…

In [ ]: # Insert Dataframe into SQL Server: 
Brand_Name = 17 
Year = 2015 
Km_Driven = 900000 
Fuel_Type = 3 
Transmission = 1 
Owner_Type = 0 
Mileage_kmkg = 15 
Engine_CC = 1000 
Power_bhp = 40 
Seats = 5.0 
Predict_LaKh = float(rmodel.predict([[Brand_Name,Year,Km_Driven,Fuel_Type,Transmission,Owner_Type,Mileage_kmkg,Engine_CC,Power_bhp,Seats]])) 
timestamp = datetime.datetime.now() 
              
cursor.execute("INSERT INTO Result (Brand_Name,Year,Km_Driven,Fuel_Type,Transmission,Owner_Type,Mileage_kmkg,Engine_CC,Power_bhp,Seats,Predict_Lakh, Datetime) values(?,?,?,?,?,?,?,
    Brand_Name,Year,Km_Driven,Fuel_Type,Transmission,Owner_Type,Mileage_kmkg,Engine_CC,Power_bhp,Seats,Predict_LaKh, timestamp) 
cnxn.commit() 
cursor.close() 

In [ ]: # Insert Dataframe into SQL Server: 
Brand_Name = 'Maruti' 
Year = 2013 
Km_Driven = 100000 
Fuel_Type = 'LPG' 
Transmission = 'Manual' 
Owner_Type = 'First' 
Mileage_kmkg = 15 
Engine_CC = 1000 
Power_bhp = 40 
Seats = 5.0 
Predict_LaKh = float(rmodel.predict([[17,2013,100000,3,1,0,15,1000,40,5.0]])) 
timestamp = datetime.datetime.now() 
                
cursor1.execute("INSERT INTO Result_1 (Brand_Name,Year,Km_Driven,Fuel_Type,Transmission,Owner_Type,Mileage_kmkg,Engine_CC,Power_bhp,Seats,Predict_LaKh,Datetime) values(?,?,?,?,?,?,
    Brand_Name,Year,Km_Driven,Fuel_Type,Transmission,Owner_Type,Mileage_kmkg,Engine_CC,Power_bhp,Seats,Predict_LaKh, timestamp) 
cnxn.commit() 
cursor1.close() 

In [417… import time 

In [418… training_time_lasso 

Out[418…

In [419… training_time_lr

Out[419…

In [420… training_time_DTree 

Out[420…

In [421… training_time_RF

Out[421…

In [422… # start_time = time.time() 
# timestamp = datetime.datetime.now() 

In [ ]:   

In [423… # https://www.kdnuggets.com/2019/03/beginners-guide-linear-regression-python-scikit-learn.html 

In [424… from sklearn.ensemble import RandomForestRegressor 

In [425… Model_RandomForest = RandomForestRegressor(max_features='sqrt',n_estimators=60,bootstrap='True',n_jobs=-1) 

In [426… Model_RandomForest.fit(X_train,Y_train) 

Out[426…

In [427… Y_Pred_RFor =Model_RandomForest.predict(X_test) 

In [428… Result = pd.DataFrame({'Actual': Y_test, 'Predicted': Y_Pred_RFor}) 
Result 

Out[428…

In [429… Result1 = Result.rename_axis('Number') 
Result1 

Out[429…

In [430… df1 = Result1.head(30) 
df1.plot(kind='bar',figsize=(16,10)) 
plt.grid(which='major', linestyle='-', linewidth='0.5', color='green') 
plt.grid(which='minor', linestyle=':', linewidth='0.5', color='black') 
plt.show() 

In [ ]:   

https://www.youtube.com/watch?v=4DnWYK88-E4

